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Chapter 1

Introduction and Background

This report represents the culmination of a workshop Topic-based Novelty Detection. The workshop was held
at Johns Hopkins University’s Center for Language and Speech Processing (CLSP), in July and August of
1999. It included eight researchers: two academic researchers (Allan and Rajman), one industrial researcher
(Jin), on government researcher (Wayne), two graduate students (Gildea and Lavrenko) and two undergrad-
uate students (Caputo and Hoberman). This report is complemented by a set of Web pages available via
http://www.clsp. jhu.edu.

The purpose of the workshop was to investigate two problems related to Topic-based Novelty Detection:

1. First Story Detection, the task of monitoring a stream of broadcast news stories to find the first
mention of any previously unseen news topic. For example, the first story mentioning the Oklahoma
City bombing should be flagged, but the remaining should not be marked as first.

2. New Information Detection, the task of condensing a set of on-topic news stories so that only the
kernel of the story is preserved. The goal is to flag the new information in successive stories, allowing
someone to keep track of a story and not be overwhelmed with repetitive news.

Both of these tasks must work across multiple sources of news (as described below), thereby greatly increasing
the problem of redundant news coverage.

The bulk of the workshop’s effort was spent on research within the First Story Detection problem. New
Information Detection turned out to be a more difficult problem than anticipated, and the time allocated to
that task primarily served to clarify the problem and create basic understanding of some of the (significant)
challenges.

1.1 Topic Detection and Tracking

The workshop’s tasks grew out of recent developments by the Topic Detection and Tracking (TDT) com-
munity. The research initiative, started in 1996, investigates methods for organizing broadcast news stories
by the event-based topics they describe. It investigates several questions, including segmenting a broadcast
news show into discrete stories, partitioning a collection of news stories into event-based topics, tracking a
news topic given a few sample articles, identifying the onset of a new topic (i.e., first story detection), and
deciding whether two randomly selected stories discuss the same news topic.

All of those tasks are carried out in an on-line setting. News stories are handed to a system in groups that
correspond to half-hour news programs. At that point, the system must perform its analysis and make



decisions about the stories (are they new? should they be tracked? etc.) before it receives the next set of
stories.

At the time of this report, the TDT community has completed two years of study (TDT-1 and TDT-2) and
is in the midst of a third (TDT-3). The initial study included some investigation of First Story Detection,
and showed that the problem was far from solved. The second year of study dropped FSD itself, and focused
on the partitioning problem. TDT-3 has picked FSD up again.

The organizers of this workshop felt that the problem of identifying novel information in a stream of news
was important enough that it warranted a focused investigation of its own. The workshop chose First Story
Detection because it was not receiving sufficient attention in TDT-2.

The New Information Detection task is similar in spirit to First Story Detection, except that it operates at
a sentence-level and within stories rather than across stories. It seemed to be an interesting problem in its
own right, strongly related to the goals of TDT, and intriguingly parallel to First Story Detection.

1.2 Overview

The remainder of this report covers the research efforts that occurred throughout the workshop. We start in
Chapter 2 with an overview of the First Story Detection problem, including a discussion of the evaluation
corpus and methodology. In Chapter 3, we discuss the basic vector-based system that we used for much of
our FSD work, and Chapter 4 confirms several choices of parameters in that type of system.

We take a slight digression in Chapter 5 to talk about the extent to which named entities on their own can
capture the novelty we seek for FSD. In Chapter 6 we explore some probabilisitic models for the FSD task.
We take a stab at combining evidence from different approaches in Chapter 7. We briefly explore the impact
of Automatic Speech Recognition errors on the FSD task in Chapter 8 And Chapter 9 presents one of the
more intriguing results of the workshop, a possible upper bound on expected effectiveness using the types of
approaches we are currently using.

We summarize our overarching conclusions in Chapter 10.



Chapter 2

First Story Detection (FSD)

This chapter introduces the First Story Detection problem, describes the training and evaluation corpora
that were used, and overviews the evaluation methodology used in the workshop. A better explanation of
some parts of this problem, and some additional background and related work, can be found in the TDT-1
and TDT-2 final reports.[Allan et al., 1998, Fiscus et al., 1999).

2.1 FSD Problem

Consider a stream of intermixed broadcast and newswire stories, arriving one at a time. Kach story is
discussing developments in some on-going news topic, new events that relate to the topic, or new information
about earlier events. An occasional story, however, covers an event that is not related to an already existing
topic: something new has happened in the news. The task of First Story Detection (FSD) is to identify
those stories, the ones that talk about something novel.

2.2 FSD Corpus

The FSD corpus is a subset of the TDT-2 training, development, and evaluation corpus. It comprises six
months (January through June of 1998) of broadcast news and newswire stories from ABC, NBC, VOA,
PRI, New York Times, and AP, totally approximately 60,000 stories. It is typically broken into sections of
two months each, with January and February being training data, March and April as development training
data, and May and June held out as evaluation (test) data.

For this workshop, we used closed-caption (ccap) and automatic speech recognition (asr) versions of the
corpus. The work discussed in this report used the ccap corpus, unless stated otherwise. When comparisions
are made between ASR, and CCAP data, a slightly reduced version of the two versions was used that enforced
the requirement that each ASR story have a corresponding CCAP story and vice-versa.!

The truth judgements for the workshop started with 96 exhaustively tagged news topics created for TDT-2.
For each of 96 news topics, every one of the roughly 60,000 stories was read to determine if it was on-topic or
not.2 An additional 96 topics were found using a similar process, except rather than exhaustively considering
every story for relevance to each topic, the collection was searched by a person with the topic in mind. A

1Some ASR stories do not have corresponding CCAP stories because no closed captioning was done; some CCAP stories do
not have ASR stories because of transcription problems. We chose to focus only on pure ASR errors. If we could be certain
that empty ASR stories (with corresponding CCAP stories) were the result of ASR errors rather than corpus creation errors,
we would probably have included those, too.

2Yes, that is approximately 6 million judgements.



small study was done to compare exhaustive to searched tagging, and there is suggestive evidence that the
quality of judgements did not suffer by using a search engine.

2.3 FSD Evaluation

The task is instantiated as follows. A FSD system marks every arriving news story with a confidence that
it is new—for example, with numbers that range from 0.0 (not at all new) to 1.0 (near certainty that it is
new). The confidence assignment is made for each story after it arrives, but before the next story arrives.
There is no opportunity for look-ahead.?

Given these confidence intervals, it is possible to examine the tradeoff between false alarms and misses. This
is done by ordering the story scores by confidence—highest confidence of novelty at the start—and sweeping
through those scores. At each score value, it is possible to image a threshold at that score, where for every
story above the threshold, we assume the system says YES (the story is new), and for every other story,
we assume the system says NO (the story discusses an earlier news topic). During evaluation we have the
truth, so we know how many mistakes were made: we can calculate the miss and false alarm rates for that
threshold value.
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Figure 2.1: Sample Detection Error Tradeoff (DET) plot for the First Story Detection (FSD) task

The Detection Error Tradeoff curve plots the (miss, false alarm) pairs for every threshold value. It shows
how the two error measures are inversely related, and also depicts the overall quality of a system. Figure 2.1
shows a sample DET plot. These plots are the primary form of evaluation used in this report.

The x-axis of the plot shows false alarm rate, and the y-axis depicts miss rate. The origin of the graph
represents no errors at all, and is therefore the “goal” of any system: lower left is good, upper right is

3All TDT tasks, including FSD in TDT-3, allow some amount of look-ahead. Rather than treating each story as a unit,
they are grouped into sets that correspond roughly to a 30-minute news broadcast. The sets are treated as a unit, meaning
that the decisions on all stories in that group must be made at the same time. TDT also provides a provision for deferring the
decision on one group until several more groups have arrived. For this workshop, we did not consider the deferment aspect of
the task at all.



