
Fun with Graphical Modelsand Automatic SpeechRecognition:
Solutions

JHU 2006Workshop SummerSchool,Friday July 7

Part I: Warm-up Exercises

A SimpleBayesianNetwork

QuestionsQ1–Q3 referto thefollowing Bayesiannetwork:

x1

x2

x5

x 4

x3

Q1: Write downthefactoredform of thejoint probability p(x1; x2; x3; x4; x5) representedby this
graph.(Note: Thisshouldtakeyouabout5 seconds.)

Solution: p(x1; x2; x3; x4; x5) = p(x1)p(x2jx1; x4)p(x3)p(x4jx3)p(x5jx2; x4)

Q2: Let the notationA ? B indicatethat the variableA is independentof the variableB, and
let A ? B jC indicate that A is independentof B giventhe variable C. For each of the
following independencies,statewhetheror not it is impliedby theabovegraph,andbrie�y
explainwhyusingtheBayesball algorithm.If theindependencyis not impliedby thegraph,
it suf�ces to giveasexplanationonepaththat theball couldfollow.

(a) X 1 ? X 4

Solution: True. Therearetwo pathsfrom X 1 to X 4. The �rst, X 1 ! X 2 ! X 4, is
blocked at X 2 sinceboth arrows point to X 2 andX 2 is hidden. The second,X 1 !
X 2 ! X 5 ! X 4, is blockedatX 5, for thesamereason.(We could,of course,equiva-
lently considerpathsfrom X 4 to X 1.)

(b) X 1 ? X 4jX 5

Solution: False. The pathX 1 ! X 2 ! X 5 ! X 4 is no longerblockedsinceX 5 is
observed.
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(c) X 3 ? X 5

Solution: False.Bothpathsfrom X 3 to X 5, X 3 ! X 4 ! X 5 andX 3 ! X 4 ! X 2 !
X 5, areopen.

(d) X 3 ? X 5jX 2

Solution: False.ThepathX 3 ! X 4 ! X 2 ! X 5 is now blockedat X 2, but thepath
X 3 ! X 4 ! X 5 is unaffected.

Q3: SupposethatX 1; X 2; : : : ; X 5 areall binaryvariables.

(a) Howmanyparametersarerequiredtocompletelyspecifythejoint distributionp(x1; : : : ; x5)?

Solution: 12 parametersareneeded.To representthePMF of a binaryvariableX , we
needoneparameter, eitherPr (X = 0) or Pr (X = 1), sincetheothervalueis given
by Pr (X = 0) + Pr (X = 1) = 1. So,thenumberof parametersneededfor eachof
the termsof theproductin Q1 is: 1 for p(x1); 4 for p(x2jx1; x4) (1 for eachof the22

possiblecombinationsof x1; x4); 1 for p(x3); 2 for p(x4jx3); and4 for p(x5jx2; x4).

(b) How manyparameters would be required if there were an additional edge fromX 1 to
X 5?

Solution: 16 parameterswould beneeded.With this edgeadded,the last termin the
factorizationwouldbecomep(x5jx1; x2; x4), whichrequires8 parameters,onefor each
of the23 possiblecombinationsof x1; x2; x4.

(c) How manyparameters wouldberequired if wehadno informationaboutthe indepen-
dencerelationshipsamongthe variables? Also,draw two Bayesiannetworksfor the
variablesX 1; : : : ; X 5 that wouldrepresentsuch a situation,andgivethefactorization
of p(x1; : : : ; x5) that is representedbyeach of yourBNs.

Solution: 31 parameterswould be needed. Thereare 25 possiblecombinationsof
x1; : : : ; x5, eachof which requiresa probability. We would needto specifyonly 31 of
thoseprobabilities,with thelastonebeinggivenby therequirementthattheprobabili-
tiessumto 1.

Equivalently, wecancomeupwith differentfactorizationsof thedistribution,by apply-
ing thechainruleof probabilityto any orderingof thevariables,andaddupthenumber
of parametersrequiredfor eachterm.For example,for theorderingf x1; x2; x3; x4; x5g,
we canfactorthejoint probabilityinto:

p(x1; x2; x3; x4; x5) = p(x1)p(x2jx1)p(x3jx2; x1)p(x4jx3; x2; x1)p(x5jx4; x3; x2; x1)

Youcancon�rm thataddingup thenumbersof parametersneededfor thetermsin this
factorizationalsogives31. TheBN correspondingto this factorizationis:
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x2
x3x1

x5x 4

Additional factorizationsandcorrespondingBNs canbeobtainedby consideringdif-
ferentpermutationsof thevariables.

Q4: (Thisquestiondoesnot relateto the �gur e.) By de�nition, thegraphof a BN musthaveno
directedcycles.We canstart to seewhy this is neededby consideringwhatwouldhappen
if weremovedthis restrictionand lookingat somegraphsthat do containcycles.Giveone
exampleof a graph that containsa directedcycle, and showmathematicallythat trying
to interpret it using Bayesiannetworksemanticsof probability factorizationresultsin a
contradiction.

Solution: Considerthefollowing graph,which containsa directedcycle:

x1 x2

If we pretendthat this is a BN andtry to factorp(x1; x2) usingBN semanticsaccordingto
thisgraph,weobtain

p(x1; x2) = p(x1jx2)p(x2jx1)

=
p(x1; x2)

p(x2)
p(x1; x2)

p(x1)

Rearrangingterms,weobtain

p(x1; x2) = p(x1)p(x2);

i.e., X 1 andX 2 areindependentfor any distribution satisfyingthegraph. This is a contra-
dictionsincetheedgesin thegraph,if they areto meananythingatall, would imply thatX 1

andX 2 arenot, in general,independent.

A Dynamic BayesianNetwork

QuestionsQ5–Q8 refer to the dynamicBayesiannetwork (DBN) below andTables1–3 in the
assignmenthandout.
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Assumethat,in eachframe,Qi isdiscretewith cardinality4,X i is continuousandone-dimensional,
andp(x i jqi ) is amixtureof up to M qi Gaussians,i.e.

p(x i jqi ) =
M qiX

m=1

wm;qi N (x i ; � m;qi ; � 2
m;qi

) (1)

Q5: Supposethis DBN is “unrolled” out to 3 frames(i.e. N = 2). Write down the factored
expressionfor p(x0; x1; x2; q0; q1; q2) representedby thisgraph.

Solution: If N = 2, thegraphbecomes:

Q1

X 10X

0Q Q2

X2

andtheresultingfactorizationis:

p(x0; x1; x2; q0; q1; q2) = p(q0)p(x0jq0)p(q1jq0)p(x1jq1)p(q2jq1)p(x2jq2)

Q6: ThisDBN representsa hiddenMarkov model.For each of theconditionalprobability tables
in Tables1–3,drawthestatetransitiondiagramfor theHMM to which it corresponds.

Solution: For Table1, thestatetransitiondiagramis:
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Q7: For oneof thetablesabove, thereis a simplerDBNthatcouldrepresentthesamedistribution.
Which tableis it, andwhatwouldthesimpli�ed DBN look like in that case?

Solution: In thecaseof Table1, Qi is independentof Qi � 1, so theDBN canbesimpli�ed
to:
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Q8: Recallthat theobservationvariablesin this DBN haveGaussianmixture distributionscon-
ditioned on the state. Supposewe wantedto implementthis modelunder the constraint
that continuousvariablescan only haveGaussiandistributions (i.e., mixturesof Gaus-
siansare not possible). Describehow we can still representthe samejoint distribution
over X 1; : : : ; X N ; Q1; : : : ; QN asour original DBN by addingto thegraphonemore vari-
able (and all the necessarydependencies).Draw the resultingmodi�ed DBN, and specify
thecardinality of thenew variable, its local probability function,and the local probability
functionsof anychildrenit has,in termsof quantitiesalreadyde�ned.

Solution: Themodi�ed DBN is:

C0

i+1 N0

0 i-1 i i+1 N. . . . . .

i-1 i

QQQQ

XXXXX

Q

C i-1 C i C i+1 CN

The new variable,Ci , representsthe mixture componentthat the observation X i is drawn
from at time i . The cardinalityof Ci is maxq(Mq), whereq rangesover all valuesof Qi

(themax is neededbecausedifferentstatesmayhave differentnumbersof mixturecompo-
nents,soCi 's cardinalityneedsto be largeenoughto accommodateall of them). Thelocal
probabilityof Ci is givenby

p(ci jqi ) =
�

wci ;qi ; 1 � ci � M qi

0; otherwise

Thenew local probabilityof X i is now givenby

p(x i jci ; qi ) = N (x i ; � ci ;qi ; � 2
ci ;qi

)

You cancon�rm that,in this new DBN, thejoint distributionoverX 1; : : : ; X N ; Q1; : : : ; QN

is thesameasbeforeby computingp(x i jqi ) via

p(x i jqi ) =
X

ci

p(x i jci ; qi )p(ci jqi );

whereci rangesoverall of its possiblevalues.

Part II: Using GMTK for SpeechRecognition on the Aurora
Task

Q9: It will probablybe helpful to draw the structure of the training DBN, including all of the
frames/variablesthat are in the structure �le . Use shadednodesfor observedvariables
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anddottedarrowsfor switching dependencies.Notethat theobservationvariable is multi-
dimensional,but is still treatedasa singlevariablein this structure; it just happensto bea
vectorvariable(in this case, of MFCC values).

(Yes,this is justanexercisein readingthe�le! But it will beeasierlater to referback to your
drawingthanto the�le .)

Solution: ThetrainingDBN is shown in the�gure below. All variablesin all frames,except
for obs, arediscrete.Eachdiscretevariableis labeledDET if it is deterministic;if it is not,

it is labeledDET .

frame 1 (or i)

DET

DET

DET

DET

DET

DET

skipSil

wordCounter

word

wordTransition

wordPosition

phoneTransition

phone

frame 0 frame 2 (or N)

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

endOfUtterance

obs

Q10: Couldwehaveimplementedthefunctionalityof thismodelusinga simpleHMM, i.e. a DBN
with justa statevariableandobservationvariable?If so,how?

Solution: Thereis asimple(if tedious)transformationfrom ourdecodingandtrainingstruc-
turesto a basicHMM structure(i.e. the onein the �gure for Q5-8). Eachstate–i.e.,each
valueof thestatevariableQ–would correspondto a combinationof valuesof all of thehid-
denvariables,andits cardinalitywould thereforebetheproductof thecardinalitiesof all of
thehiddenvariables.

Let'sstartwith decoding.Wecansetupavectorof valuesfor eachframei ,

[wordi ; wordPosition i ; phonei ; phoneTransition i ; wordTransition i ]

Wecantheneitherthink of Qi asbeingavectorvariable,or constructaone-to-onemapping
from thevectorvaluesto ascalarandhaveQi beascalarvariable.Theobservationvariable
X i of theHMM wouldbeidenticalto theobservationvariablein ourDBN.
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Thestatetransitionprobabilitieswould consistof theoverall probabilityof goingfrom one
combinationof hiddenvariablevaluesto another. Someof thetransitionprobabilitieswould
beproductsof multiple probabilitiesin our DBN. In particular, someof thetransitionprob-
abilitieswould beproductsof phonetransitionprobabilitiesandword bigramprobabilities;
for example,theprobabilityof transitioningfrom [“six”, 2, [s], 1, 1] (the last framein the
word “six”) to [“one”, 0, [w], 1, 0] (thelastframeof theinitial [w] in “one”) wouldbe

Pr (wordi = \ one00jwordi � 1 = \ six 00)Pr (phoneTransition i = 1jphonei = [w])

(This,of course,wouldcorrespondto averyshort[w]!)

For training, an analogousprocedurewould be usedto convert the training DBN to an
HMM 1, wherenow thestatevectorwouldbe

[skipSil i ; wordCounter i ; wordi ; wordPosition i ; phonei ; phoneTr ansition i ; wordTr ansition i ]:

Thestatetransitionprobabilitieswouldnow includeproductsof phonetransitionprobabili-
tiesandskipSil probabilities;e.g.,for asimilar transitionto theoneweconsideredabove,

p([1; 4; \ one00;0; [w]; 1; 0]j[1; 2; \ six 00; 3; [s]; 1; 1))

= Pr (phoneTransition = 1jphone= [w])Pr (skipSil = 0)
(2)

Therearea coupleof issuesthat we would needto be very carefulaboutin order to get
the sametrainedparametersfrom this modelas from our DBN. First, for the observation
variable,we would needto “tie” theobservationdistributionsof certainstates,i.e. forcethe
distributionsof thosestatesto beidentical;for example,all statescorrespondingto a given
phonewouldusethesamedistribution.

Second,for thestatetransitionprobabilities,wehave to beevenmorecareful.If we just ran
EM to train the transitionprobabilities,ignoring the fact thatmany of themarerelatedvia
the productabove, thenwe could not ensurethat they maintainthis productstructure,and
theresultingtrainedvalueswould likely bedifferentfrom theonesin ourDBN. Instead,we
would have to addup theEM countscorrespondingto thesame(implicit) hiddenvariable.
Therefore,we would actuallybe training Pr (phoneTransition jphone) andPr (skipSil )
separately, just like in theDBN!

So,to summarize:yes,it is possibleto implementboththedecodingandthetrainingDBNs
asHMMs, but it requiressomecareto makesurethatthetrainingis donecorrectly.

Q11: Tabulate the word error ratesyou measured in T2 and T4. Doesthe recognizerperform
betterwhendecodingon utteranceswith thesameSNRasit wastrainedon thanwhenit is
trainedon themixedtraining set? Wasthis resultinevitable? Whyor whynot? (Notethat
thisquestionhasnothingspeci�cally to do with graphicalmodels.)

Solution: Table1 lists theworderrorratesfor all of theconditionstestedin this lab.
1Technically, wewouldactuallyhaveaseparateHMM for eachutterance,to accountfor thedifferentwordstrings

in the training utterances.If you readthe GMTK master�les carefully, you may recall that this is taken careof in
GMTK by having differentdecisiontreesfor differentutterances;technicallythen,thereis a differentDBN for each
utterance,thoughGMTK letsusde�ne justone,usingtheper-utterancedecisiontreetrick.
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testset baseline clean-only SNR5-only baseline+ noisevar baseline+ hiddenauxvar
clean 22.22 11.11 73.20 11.11 11.11
SNR5 62.57 92.18 33.52 35.20 30.73

Table1: Worderrorrates(in %) for all recognizersin this lab,on thecleanandSNR5testsets.

In theseexperiments,performanceis betterwhenusingtwo differentrecognizerstrainedon
the two noiseconditionsanddecodingwith the appropriaterecognizerthanwhentraining
a singlerecognizeron the full training set. This makessenseintuitively, sincewe expect
betterperformancewhenthe training andtestdataaredistributedmoresimilarly. This is
not, however, inevitable,becausethereis lesstrainingdatafor eachnoiseconditionthanfor
theentiretrainingset. Imagine,for example,whatmight happenif thenoisydatahappens
to not containa particularphone;thenthatphone's transitionandobservationdistributions
would not be trainedat all, which is surelyworsethantraining themon cleandata! Less
drastically, but still importantly, the datafrom one noisecondition may not containdata
from sometypeof speaker (e.g.female,elderly, heavy smoker, Boston-accented,. . . ) that
doesoccurin thecorrespondingtestset.

Q12: At this point you might want to draw a new pair of training and decodingstructuresthat
representthis new model,by augmentingthe baselinetraining/decodinggraphswith the
noisevariableandanynecessaryadditionaldependencies.

Solution: Therearea numberof waysof settingup thetrainingDBN. Oneoptionis shown
in Figure1. In thisstructure,thenoiseobservationfor theutteranceis usedin the�rst frame,
andeverysuccessiveframeusesadeterministichiddennoisevariablewhosevalueis simply
copiedfrom thepreviousframe(i.e. its CPTis “noisei = 1 if noisei � 1 = 1, and0 otherwise”).
Thenoisevariablein the�rst framehasa denseCPT, which we caninitialize to any binary
vectorwith no non-zeroprobabilities,e.g.[0.5 0.5]. During training, it will beadjustedto
whateverthedistributionof noisyvs. cleanutterancesactuallyis in thetrainingdata(which,
in our case,we know to be [0.5 0.5]). The distribution of the observation variableis now
a differentGaussianmixturefor eachphoneandnoisecondition(sotherearenow twice as
many Gaussianmixtures).

An alternatetrainingstructurewouldbeonewherethenoisevariableis observedandhasno
parentsin eachframe,usingthesamedenseCPTfor all frames.

Thedecodingstructureis thesameasthebaselinedecodingstructure,with thenoisevariable
having thesameparentsandchildrenasin the trainingstructureof Figure1, but thenoise
variableis now hiddenin every frame.Thenoisevariable's CPTsarealsoidenticalto those
in the training model,except that in the �rst framewe usethe denseCPT learnedduring
training(or, in ourcase,simply plug in [0.5 0.5] since,again,weknow thatthis is thenoise
distribution in thetrainingset).

Thechangesrequiredto implementtheabove traininganddecodingmodelsin GMTK are
asfollows:

STRUCTURES/training.noise.str:
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frame 1 (or i)

DET

DET

DET

DET

DET

DET

DET

skipSil

wordCounter

word

wordTransition

wordPosition

phoneTransition

phone

frame 0 frame 2 (or N)

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

DET

endOfUtterance

obs

noise
DET DET

Figure1: A trainingDBN with anaddednoisevariable.

----------------------------------- ----- ----- ------ ----- ----- ------
...

frame : 0 {

...

variable : noise {
type: discrete observed NOISE_OBSERVATION_RANGEcardinality 2;
switchingparents: nil;
conditionalparents: nil using DenseCPT(``noiseProbs'');

}

...

}

frame : 1 {

...

variable : noise {
type: discrete hidden cardinality 2;
switchingparents: nil;
conditionalparents: noise(-1) using DeterministicCPT(``copyNoise'');

}

...
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}

----------------------------------- ----- ----- ------ ----- ----- ------

PARAMS/flat_start.noise.gmp:

----------------------------------- ----- ----- ------ ----- ----- ------
...

% Dense CPTs
6

...

5
noiseProbs
0
2
0.5 0.5

...

----------------------------------- ----- ----- ------ ----- ----- ------

PARAMS/masterFile.noise

----------------------------------- ----- ----- ------ ----- ----- ------
...

DETERMINISTIC_CPT_IN_FILE inline

9

...

8
copyNoise
1
2 2
directMappingWithOneParent

...

----------------------------------- ----- ----- ------ ----- ----- ------

STRUCTURES/decoding.noise.str

----------------------------------- ----- ----- ------ ----- ----- ------
...

frame : 0 {

...
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variable : noise {
type: discrete hidden cardinality 2;
switchingparents: nil;
conditionalparents: nil using DenseCPT(``noiseProbs'');

}

...

}

frame : 1 {

...

variable : noise {
type: discrete hidden cardinality 2;
switchingparents: nil;
conditionalparents: noise(-1) using DeterministicCPT(``copyNoise'');

}

...

}

----------------------------------- ----- ----- ------ ----- ----- ------

PARAMS/masterFile.noise.decode:

----------------------------------- ----- ----- ------ ----- ----- ------
...

DETERMINISTIC_CPT_IN_FILE inline

7

...

6
copyNoise
1
2 2
directMappingWithOneParent

...

----------------------------------- ----- ----- ------ ----- ----- ------

Q13: Whatare the word error rateson both sets? How do thesecompare with your previous
results?Try to explain any differencesbetweenthe performanceof this modeland that of
themodelstrainedon each noiseconditionseparately. (Hint: Thinkabouthowthis model
differs fromhavinga completeseparatemodelfor each condition.)
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Solution: The error ratesareshown in Table1. For the cleantestset,theerror rateis the
sameastheoneobtainedwith therecognizertrainedon cleandataonly. For thenoisy test
set,theerrorrateis slightly higherthantheoneobtainedwith therecognizertrainedonnoisy
dataonly.

Therearea coupleof reasonswhy this recognizermay performdifferently from the noise
condition-speci�cones.For example,thediscrepancy couldbedueto someof thenoisytest
utteranceshaving beenmisclassi�edasclean.However, we know from Q14 thatthis is not
thecase(soit mayhave beenpreferableto askQ14 �rst ). Anotherreasonis that,evenif
thenoiseclassi�cationis perfect,this recognizeris not identicalto having a separaterecog-
nizer for eachcondition. Namely, althoughthereareseparateobservationdistributionsfor
cleanandnoisyconditions,thephoneTransition CPTis trainedjointly for bothconditions.
Therefore,thereis no reasonto expectidenticalresultsfor this recognizerandthetwo noise
condition-matchedrecognizers.

Q14: Howmanynoiseclassi�cationerrorsdoesyourmodelmake in each condition?

Solution: None. The two noiseconditionsareextremelydifferent,so it is reasonablethat
theobservationdistributionsfor noise= 0 andnoise= 1 wouldbeverydifferentaswell.

Q15: Couldwehaveimplementedthesamemodelusingan HMM-basedrecognizer?If so,how?
If not,whynot? (By the“samemodel”, wemeanonethat wouldalwaysbehaveexactlythe
same;in particular, it shouldgivethesamedecodingoutputs.)

Solution: Yes,we canconvert both the decodingand the training DBNs to HMMs. For
decoding,thiswouldbedoneexactlyasin Q10, justwith anadditionalelementrepresenting
the noisevariablein the statevector. For training, sincethe noisecondition is known for
eachutterance,we would constrainthe statespaceto the stateswith either noise = 0 or
noise= 1, dependingon theutterance's noiselevel. This is essentiallythesameashaving
two HMMs for training, onewith the noise= 0 statesandonewith the noise= 1 states,
but takingcareto properly“tie” thestatetransitionprobabilitiescorrespondingto thesame
phonewith differentnoisevalues.

Q16: Doesthis new auxiliary variable seemto havelearnedto associateitself with the noise
level?Whatdoesanauxiliary valueof “0” correspondto, andwhatdoesa “1” correspond
to? Whatdo youthink wouldhappenif weran thesameexperiment,exceptusedonly clean
speech as training data (i.e. how might the valuesof the auxiliary variablepatternin that
case)?

Solution: Yes,theauxiliaryvariablehasbecomeassociatedwith thenoiselevel, exceptthat
themeaningsof “0” and“1” have beenswitchedsothataux = 0 now correspondsto noisy
speechandaux = 1 now correspondsto cleanspeech.

If wetrainedthesamerecognizerusingonly cleanspeech,wewouldexpectthattheauxiliary
variablewould learnto associateitself with someotherbinaryfeaturethatremainsconstant
acrossan utterance,suchasthe speaker's gender, age(old vs. young),or dialect. It may,
of course,clustertheutterancesalongsomedimensionthathasno physicalmeaningto the
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casualobserverbut whichturnsout to improvethelikelihoodduringtraining(in fact,having
carriedoutthisexactexperimentonourcleantrainingset,theauthorof thesesolutionscould
�nd noparticularconnectionbetweentheauxiliaryvariablevaluesandany physicalfeature).

Q18: (Extra credit!)

(a) If you look at the Gaussianmeansin flat start.aux var.gmp , you will notice
that they are not uniform (as were the oneswe usedfor the baselinemodel and
the baseline+ noise model). This parameters �le was initialized with random
values rather than uniform ones. Can you explain why this is necessaryin this
case? You may want to try training this recognizer with a uniform initialization
instead(by modifyingflat start.aux var.gmp to usethe Gaussianmeansfrom
flat start.noise.gmp ), andseewhathappens.

Solution: The main point is actuallynot that the Gaussianswerenot initialized uni-
formly, but that they were initialized to different valuesfor aux = 0 and aux = 1.
Supposethat the Gaussiansfor both valuesof aux wereinitialized identically. Then
during theE stepof eachiterationof EM training,all utteranceswould alwaysbeas-
signedequalprobability of having aux = 0 andaux = 1, andduring the M step,the
Gaussianparameterswould have all beenupdatedto new, but still identical,values.
TheEM algorithmwould have hadno reasonto assigndifferentvaluesto thetwo sets
of Gaussians,andwe would wind up with two copiesof the baselineGaussians.In
fact, if you tried initializing the Gaussiansuniformly, you would have found that the
recognizergetsthesameresultsasthebaseline.

(b) Basedon your answerto part (a), can you explain any differencesbetweenthe word
error ratesyoufoundin T9, usingthehiddenauxiliary variable, andin T6, usingthe
noisevariable?

Solution: The recognizerusing the hiddenauxiliary variableoutperformsall of the
otherrecognizersin this lab. Thisis simplybecausetheEM algorithm�nds only alocal
maximumin thelikelihoodfunctionandis sensitiveto theinitial parametersettings.As
it turnsout, thisparticularrandominitializationhappenedto bebetterthantheuniform
one.If you hadtried to usea differentrandominitialization,you maywell have found
theperformanceto beworse.
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