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Abstract

This thesis explores new ways of utilizing the information existing in word lattices
produced by speech recognition systems to improve the accuracy of the recognition
output and obtain a more perspicuous representation of a set of alternative hypothe-
ses. We change the standard problem formulation of searching among a large set of
sentence hypotheses to a local search in a small set of word candidates. Our approach
replaces sentence-level posterior probabilities with word-level posteriors as the objec-
tive function for speech recognition, corresponding to the word-based error metric
commonly used. The core of the method is a clustering procedure that identifies mu-
tually supporting and competing word hypotheses in a lattice, constructing a total
order over all word hypotheses. Together with word posterior probabilities computed
from recognizer scores, this allows an efficient extraction of the hypothesis that is ex-
pected to minimize the word error rate. Our approach thus overcomes the mismatch
between the word-based performance metric and the standard MAP scoring paradigm
which is sentence-based, that can lead to sub-optimal recognition results. We also
show that our method can be used as an efficient lattice compression technique. Its
success comes from the ability to discard links with low a posteriori probability and
recombine the remaining ones to create a new set of hypotheses. Experiments on the
Switchboard corpus and Broadcast News show that this approach results in signifi-
cant word error rate reductions, both over the standard MAP approach and compared
to a previous word error minimization technique based on N-best lists. We also re-
port significant decrease in lattice size when compared with the conventionally used

technique. In essence, our method is an estimator of word posterior probabilities,



and as such could benefit a number of other tasks like word spotting and confidence

annotation.
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Chapter 1

Introduction

Speech is the most natural means of communication among human beings. Despite
the lack of understanding of how people manage to perform tasks like filtering out the
ambient noise from the speech signal or compensating and adapting to the speaker
peculiarities, research in the field of automatic speech recognition (ASR) has made a
number of significant advances over the years, spurred on by advances in algorithms,
architectures, signal processing, and hardware.

The problem of speech recognition has been actively studied since the 1950’s,
when researchers tried to exploit the fundamental ideas of acoustic-phonetics. In
1952, at Bell Labs, a system was built that could recognize any of the 10 digits from
a single speaker [19]. The system relied heavily on measuring spectral resonances
during the vowel region of each digit. A phoneme recognizer was built in 1939, at
University College, England, which recognized four vowels and nine consonants based
on a spectrum analyzer and a pattern matcher [29]. A novel aspect of this research
was the use of phoneme transition probabilities to constrain the recognizer. The
1960s and early 1970s produced a number of important paradigm shifts including
feature-extraction algorithms, for instance the efficient Fast Fourier Transform, the
application of cepstral processing to speech, the development of LPC for speech coding
and the use of dynamic programming methods for time aligning a pair of speech
utterances. In the 1970s the area of isolated word recognition became a viable and

usable technology. Advances in the field came from successful employment of pattern



recognition [88] and dynamic programming methods [17], and also from combining
the dynamic programming idea with the LPC coefficients that had previously been
used only for speech coding [40].

In the 1980s the key focus of research shifted from isolated word recognition to con-
nected(continuous) word recognition where the goal was to create a robust system for
transcribing fluently spoken strings of words. There were a variety of connected word
recognition approaches, including the two level dynamic programming approach [79],
the one-pass method [11], the level building approach (76}, and the frame synchronous
level building approach [77].

Speech research in the 1980s was characterized by a shift in technology from the
template-based approaches which did not facilitate the use of human speech knowl-
edge and it had a limited ability to generalize, to statistical approaches. Stochastic
models are particularly suitable approaches to speech recognition because they pro-
vide a well-defined framework for making decisions in the face of uncertainty and
incompleteness which can arise from many sources: confusable words, speaker vari-
abilities, contextual effects, etc. The most popular stochastic approach is based on
Hidden Markov Models(HMMs) (75, 23]. Almost all modern speech recognition sys-
tems use HMMs to model speech units. Artificial neural network (ANN) approaches
have also been used to provide an alternative modeling framework and a new comput-
ing paradigm. The use of the HMMs slowly spread through the speech community,
one cause was a number of research programs sponsored by the Advanced Research
Projects Agency of the U.S. Department of Defense(ARPA). The goal of the first five-
year program starting in 1971 was to build speech understanding systems based on a
few speakers and a constrained lexicon and grammar. In the 1980s ARPA sponsored a
new research program aimed at achieving high word accuracy for a 1000-word, contin-
uous speech recognition, database management task. This task involved recognition
of read-speech, speakers reading sentences constructed from a 1000-word vocabulary.
The difference between this task and the earlier ARPA task comes from the speaker-
independent recognition component. Later tasks included recognition of sentences
read from the Wall Street Journal beginning with a limited vocabulary systems of
5000 words, and finally with systems of unlimited vocabulary.

2



Another trend of the speech recognition tasks was moving away from the recog-
nition of read speech to the recognition of more natural, spontaneous speech: the
Broadcast News domain and the CALLHOME domain. The DARPA program has
continued into the 1990s, with an emphasis shifting to the natural language front
ends to the recognizer and the task shifting to retrieval of air travel information. The
Air Traffic Information System (ATIS) task was a speech understanding task whose
goal was to help a user book a flight by answering questions about the times, airlines,
etc. The two main contributions of the ARPA programs come from the wide-scale
borrowing of techniques among labs and the fact that it resulted in a number of use-
ful databases (TIMIT, ATIS, BN, WSJ, RM, CALLHOME, Switchboard) which were
made available for general use.

Currently, many companies are marketing dictation systems for desktop computers
which have a vocabulary of few thousands words. Also it is becoming more common
to use a speech-based interface to interact with an automated system. For example,
inquiries about airplane or movies schedules, phone call transfers can already be
handled by small-to-medium sized vocabulary, speaker-independent, telephone speech

recognizers.

1.1 Dimensions of Difficulty in Speech Recognition

One feature that is used to characterize the complexity of a speech recognition
system is whether the task is to recognize continuous speech or isolated speech. In
continuous speech, it is difficult to determine where one word ends and another one
starts, and also there is a higher variability of the acoustic patterns of the words due
to the influence of the context. Isolated speech recognition systems do not have this
problem because words are separated by silences.

Another important feature that affects the complexity of a system is the size of the
vocabulary. As the size of the vocabulary increases, there is a greater variability in the
acoustics associated with each speech sound, and the confusability of the vocabulary
increases. The brute-force search methods become unacceptable and the need for

techniques for reducing the search by constraining the number of words that can
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follow at each given position becomes obvious. But the vocabulary size alone is not
an adequate measure of task difficulty. Sometimes even small vocabularies can contain
highly confusable words. In the same time a relatively large vocabulary can have a
very constrained grammar, which alleviates the search process.

Speaking style is another descriptor for the task difficulty. For example, sponta-
neous, conversational speech is very hard to transcribe. Comparatively, speech that
is read from some text is easy. Goal-directed human-machine interaction is at an
intermediate level of difficulty. As the speech becomes more fluent, unrestricted, the
difficulty of the task increases due to wider variability of the speaking rate and an
increased number of disfluencies.

Another source of speech recognition degradation is noise. Some examples include
environmental noise (door slams, cockpit, etc), speaker induced noise (lip-smacks,
etc). The recording conditions which can range from the wide-band high quality
microphones to a conversation on the phone in a moving car, have also an important
contribution to the difficulty of a task. Narrow bandwidth telephone channels make
more difficult to distinguish between high frequency consonants.

With so many dimensions of difficulty, speech recognition systems naturally have
a wide range of accuracies. The ATIS task contains spontaneous, human to machine,
high bandwidth, clean speech and has a word error rate of 2-3%. At the other pole we
find noisy conversational speech with large vocabulary and unconstrained grammar,
for example Switchboard task. The accuracies on this task are still very low, in the 60-
70% range. The progress on the later has been incremental over the years, achieving

accuracies in the 90’s range may require decades of further research.

1.2 Statistical Speech Recognition

In the standard formulation of the statistical speech recognition problem the task
is to find the most probable string of words corresponding to the acoustic observation,
whereas the commonly used method to assess the goodness of a speech recognition
system is to count the number of correctly recognized words in the output string.

One of the goals of this thesis is to overcome this mismatch between the word-based

4



performance metric and the sentence-based scoring paradigm for improved recognition
performance. We developed an algorithm for directly optimizing the performance
metric and showed that it reduces the word error rate on two standard corpora,
Switchboard and Broadcast News.

While focusing on this problem, we found that our word error minimization algo-
rithm does more than to minimize the word error. First of all, it is able to estimate
word probabilities which makes it a very useful tool for confidence annotation and
word spotting. Second, it finds the words that are confused for each other in different
time intervals, therefore changing the problem formulation from a search in a large
space of sentence hypotheses to a local search in a small list of word candidates.
In this new framework we can apply an entire range of discrete k-way disambigua-
tion techniques. We also found that our method can be used as an efficient pruning

technique, few orders of magnitude more efficient than the standard methods.






