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Abstract— The Maximum Likelihood Set (MLS) was recently
introduced in [1] as an effective, parameter-free technique for
estimating a probability mass function (pmf) from sparse data.
The MLS contains all pmfs that assign merely a higher likelihood
to the observed counts than to any other set of counts, for
the same sample size. In this paper, the MLS is extended to
the case of conditional pmf estimation. First, it is shown that,
when the criterion for selecting a pmf from the MLS is the KL-
divergence, the selected conditional pmf naturally has a back-off
form, except for a ceiling on the probability of high frequency
symbols that are not seen inparticular contexts. Second, the pmf
has a sparse parameterization, leading to ef�cient algorithms for
KL-divergence minimization. Experimental results from bigram
and trigram language modeling indicate that pmfs selected from
the MLS are competitive with state-of-the-art estimates.

I. I NTRODUCTION

The problem of probability mass function (pmf) estimation
may be formulated as follows: a sequenceW = f w1; : : : ; wN g
of independent samples, drawn according to an unknown pmf
PTrue is observed, and the goal is to estimatePTrue. It is
assumed that the sampleswj belong to a discrete and �nite
setV = f 1; : : : ; Vg. To facilitate a more concrete exposition,
think of V as the vocabulary of a statistical language model
(LM), and W as the training corpus. This estimation problem
is, of course, a recurring problem not only in natural language
processing (NLP) but indeed in all of statistics. A popular
estimate ofPTrue is the maximum likelihood estimate,

P̂ML (v) =
cv

N
=

1
N

NX

t =1

1(wt = v); 8 v 2 V ; (1)

where1(A) is the indicator function of an eventA, and cv

is the observed count of a wordv in the corpusW. P̂ML is
usually adequate whenN � V and N � maxv

n
1

PTrue(v)

o
.

But small samples usually result in̂PML (v) being unacceptably
small for somev 2 V . Zero probabilities, in particular, lead
to severe performance degradation when the estimateP̂ML is
subsequently employed, e.g., in automatic speech recognition,
parsing, machine translation, and other NLP applications.

One standard solution to data sparseness is Bayesian esti-
mation, in whichPTrue itself is viewed as a continuous-valued
random variable on the unit simplexIP � IRV , with a prior
probability density� (P). Under a quadratic loss function, the
Bayesian estimatêPBayes of PTrue is the mean of the posterior

probability � (P jW ) given the sample. Formulae such as

P̂Bayes � P̂Bayes(v) =
cv + �

N + �V
; 8 v 2 V ; (2)

for the Dirichlet prior have been used, where thehyper-
parameter� is chosen based on some prior knowledge about
PTrue; � = 1 , � = 1

2 and� = 1
V are often used [2].

Other well-known estimates in language modeling, and
elsewhere, include Good-Turing discounting, Witten-Belldis-
counting, Kneser-Ney discounting, etc [3]. In these methods,
the discounted estimate ofPTrue is computed using a back-off
formula

P̂Discount(v) =

(
cv � � (cv )

N if cv > 0,
� (0)
N if cv = 0 ,

(3)

whose discount parameters are estimated via some heuris-
tics, or from a held out portion ofW, to provide nonzero
probability to unseen words. Readers interested in details
of these methods are referred to the survey paper by Chen
and Goodman [4]. All these methods make some ad hoc
assumptions about the unknownPTrue that are not substantiated
in W, and some even further aggravate data sparseness by
dividing W into a training and a held out set. Even in the
theoretically pleasing Bayesian case, in whichPTrue itself is
viewed as a continuous-valued random variable on the unit
simplex IP � IRV , the purpose of the prior is often only to
ensure that the MAP estimatêPBayes is positive everywhere,
and different priors may therefore lead to different estimates.

Maximum entropy estimation [3] is another standard solu-
tion to data sparseness. Instead of estimatingP̂ (v) for each
v 2 V according to (1), the maximum entropy method �rst
estimatesP̂ (v 2 A j ) = âj for select setsA j � V , j =
1; : : : ; J , for which we have suf�cient evidence inW. Fixing
the probability of some subsets ofV in this manner typically
under-speci�es the pmf of interest, leading to a setP of
admissiblepmfsP = f P 2 IP : P(A j ) = âj ; j = 1 ; : : : ; J g.
The admissible pmf with the highest Shannon entropy is then
chosen as the estimate ofPTrue: P̂MaxEnt = arg maxP 2P H (P).
It can be shown that for everyv 2 V , as long as at least one
P 2 P satis�es P(v) > 0, it follows that P̂MaxEnt(v) > 0.
Thus the maximum entropy estimate is inherently smooth. On
the other hand, there is no principled way of selecting the sets
A j � V or evenJ ; �nding appropriate feature sets is an open
problem.



In the following section, we brie�y describe a technique we
have recently developed using the notion of amaximum likeli-
hood set[1]. In Section III, we describe how this technique is
applied to the estimation of a statistical language model and
how the estimation can be made computationally ef�cient. In
Section IV we explain the connection between the proposed
estimate and the notion of back-off in language modeling;
we further show that the back-off formula is improved by
introducing a ceiling on the “backed-off” probabilities of
frequent unigrams. We present empirical language modeling
results in Section V, and conclude in Section VI.

II. T HE MAXIMUM L IKELIHOOD SET

Let ÎP
(N )

� IP denote the set of all possible empirical
distributions, ortypes, for a sample of sizeN [5]. A type,
which is the same as the maximum likelihood estimate of
(1), is fully speci�ed by the counts(c1; : : : ; cV ), and for
N independent samples drawn according to a common pmf
PTrue 2 IP, the probability of observing a typêP is

PTrue(P̂ ) = PTrue (c1; : : : ; cV ) =
N !

c1! : : : cV !

Y

v

PTrue(v)cv

(4)
For a given typêP 2 ÎP

(N )
, we de�ne themaximum likelihood

set (MLS) as

M (P̂ ) =
n

P 2 IP j P(P̂ ) � P(P̂0); 8 P̂0 2 ÎP
(N )

o
: (5)

In words, M (P̂ ) is the set of all pmfs under which the

observed typêP is no less likely than any other type in̂IP
(N )

.
An equivalent characterization of the MLS is provided in [1]:

M (P̂) = f P 2 IP : ( cu + 1) P(v) � cv P(u); 8 u; v 2 Vg :
(6)

The MLS has several desirable properties as described in [1].
1. M (P̂ ) is a closed, convex,V � (V � 1)-sided polyhedron.
2. The observed typêP is the only type inM (P̂ ).
3. Diameter:kP � P̂k1 � 2(V � 1)N � 1 8 P 2 M (P̂ ).
4. Strong consistency: asN ! 1 , all pmfs inside the MLS

converge toPTrue almost surely.
5. If a wordv hascv > 0, thenP(v) > 0 8 P 2 M (P̂ ).
6. M (P̂ ) contains pmfsP such thatP(v) > 0 8 v 2 V .
7. Faithfulness to evidence: ifcu < c v thenP(u) � P(v) 8

P 2 M (P̂ ).
M (P̂ ) is proposed as anadmissibleset of pmfs, from which a
particular pmf may be chosen as an estimate of the underlying
pmf PTrue using secondary criteria. In particular, if areference
pmf Q is available, i.e. an estimate one would �nd acceptable
whenN = 0 , then one way to choose an element ofM (P̂ ) is
to minimize the Kullback-Leibler divergence (KL-divergence):

P̂MLS = arg min
P 2M (P̂ML )

D(PkQ) = arg min
P 2M (P̂ML )

X

v2V

P(v) log
P(v)
Q(v)

:

Attainment of the minimum, and the uniqueness of the mini-
mizer, is guaranteed byM (P̂ ) being closed and convex and
by the convexity of the KL-divergence [6, Theorem 2.1].

Note that if Q is the uniform pmf onV, then the criterion
for selecting P̂MLS through KL-divergence minimization is
simply maximum entropy. Moreover,cu = cv and Q(u) =
Q(v) guaranteesP̂MLS(u) = P̂MLS(v). This results in great
simpli�cations in the numerical computation of̂PMLS.

III. STATISTICAL LANGUAGE MODELING

Statistical language models are a key component in NLP
applications such as automatic speech recognition, machine
translation, spelling correction, and document retrieval. Lan-
guage modeling entails estimating a probability distribution
over word-sequences, and this is typically done by modeling
the sequence of words in a sentence by a �nite memory
Markov chain. An n-gram model is a set of conditional pmfs
P(wn jwn � 1; : : : ; w1), one for every conditioning event. In
applications such as document retrieval, where word-orderis
not of paramount importance and a bag-of-words represen-
tation is adequate, i.i.d. models, called unigram models, are
used. In other NLP applications, however, prediction of a word
given itshistory plays an important role; language models of
order at leastn = 2 (bigram) and usuallyn = 3 (trigram)
improve performance dramatically over the unigram, and are
thus preferred. On the other hand, estimation of bigram or
trigram models is based on much fewer data samples per
conditioning history, thus making the application of smoothing
techniques even more necessary.

Conditional pmf estimation can be performed ef�ciently
using MLS techniques. Each conditioning event (e.g., a single
word, or a pair of words encountered in some training data
for the bigram and trigram cases, respectively) gives rise to a
different MLS: different words are seen following each history.
Hence, for each historyh, an estimate of the conditional pmf
is selected from the corresponding MLSM (h). To do that,
the following issues have to be addressed:
� A reference distribution has to be selected for each condi-

tioning history. In our experiments, we used conditional
Kneser-Ney and Witten-Bell models of the same order
as the estimated distribution. (Of course, although one is
free to pick any arbitrary reference distribution, we feel
that the above choices are well-justi�ed as they “encode
information” about the particular training corpus at hand.)

� The number of distinct histories can be very high, ranging
from a few tens of thousands (single words) to a few
hundreds of thousands (pairs of words). Therefore, since
a different convex optimization problem (for �nding an
estimate inside the MLS) needs to be solved for each one
of these histories, it is crucial that the optimizations are
performed in a computationally ef�cient way.

To address the second issue above, we identi�ed a number of
ways to achieve signi�cant computational savings, and we list
them in the following subsection.

A. Computational Complexity Reduction Techniques

Each convex optimization problem is solved using a
quadratic program, whose computational complexity is af-
fected by two quantities: (i) The dimensionality of the prob-



lem, which is no more, indeed much less as shown later, than
the numberV of parameters (each parameter corresponds to a
word, whose probability needs to be estimated). (ii) The num-
ber of constraints, which is equal toV � (V � 1), the number of
hyperplanes which bound the MLS. (Of course, there are also
the usual sum-to-one and non-negativity requirements.) These
two quantities can be reduced dramatically as follows.

� Two distinct words that follow a history, but have the same
counts and referenceQ probability, may be collapsed when
estimatingP̂MLS, as mentioned at the end of Section II. For
each history, theeffectivesize of the alphabet is therefore
much smaller than the alphabet sizeV . For a vocabulary
of size 52,000 words, the effective alphabet size turns out
to be at most� 1500 for the bigram language model and
2000 for the trigram. Furthermore, as we will see in the next
section, the effective alphabet of only words with positive
counts needs to be considered; unseen words need not be
part of the parameterization in the convex optimization, and
their probability is completely determined (collectively) by
the probabilities of the seen words.

� Unseen words do not impose upper bounds (6) on the
probability of seen (or other unseen) words: if a wordw
has not been seen following a historyh, then for any other
word w0 we have the inequality

c(hw ) P(w0jh) � (c(hw 0) + 1) P(wjh); P(�jh) 2 M (h);

which holds trivially, sincec(hw ) , the number of times that
w follows h, is equal to zero. Also, the number of seen
words following a history is usually much smaller than the
number of unseen words. Hence, ifcseendistinct words have
been seen following a history, the number of constraints in
the de�nition of the MLS is approximatelyc2

seen+ cseen� V ,
and the remaining(V � cseen)2 constraints imposed by
unseen words on other unseen words are redundant. Now,
cseen is, on average, about 30 (e.g., for bigram language
model estimation) of the Wall Street Journal corpus, and
reduces further to just 4 once distinct seen words with
the same count and reference probability are collapsed.
The number of constraints is therefore at most42 + 4 �
1500 = 6016, a tremendous reduction over the 2.5billion
constraints suggested byV � (V � 1).

By taking advantage of the above, the minimization of the KL-
divergence (more precisely, amodi�edKL-divergence which is
de�ned in Section IV) is done very ef�ciently, and we are able
to estimate bigram and trigram pmfs with modest computing.

IV. CONNECTIONS WITH THEBACK-OFF FORMULA

Given a historyh, let S; U be the seen and unseen portions
of the vocabularyV respectively, i.e.,S = f w 2 V : c(hw ) >
0g andU = f w 2 V : c(hw ) = 0 g. Also, for an arbitrary condi-
tional pmfP(�jh) 2 IP, we de�ne its seen and unseen compo-
nents:PS = ( P(w1 jh); : : : ; P(wjSj jh)) ; w1; : : : ; wjSj 2 S,
and PU = ( P(v1 jh); : : : ; P(vjU j jh)) ; v1; : : : ; vjU j 2 U.
Without loss of generality, we may writeP = ( PS ; PU ). Next,
given the seen portionPS of a pmf and a set of positive counts

f c(hw ) : w 2 Sg, we de�ne the quantity


 (PS ) , min
w2S

P(wjh)
c(hw )

:

Now, for any pmfP 2 M (h), the probabilities overU have
to be such that the following two conditions are satis�ed:
1. Sum-to-one:P(U) = 1 � P(S) (constraint C1).
2. Consequence of MLS de�nition (6):

8 w 2 U; P(wjh) � 
 (PS ) (constraint C2),
whereP(S) =

P
w2S P(wjh) (similarly for P(U)). There are

many ways for selecting a distribution from the MLS. Here, we
focus on the case where the objective is the minimization of
the KL-divergence from a reference distributionQ (cf. Section
II). As we show next, keepingPS constant,PU can be chosen
so that the two constraints (C1) and (C2) are satis�ed, while
the KL-divergence fromQ is as small as possible.

Let a distributionP = ( PS ; PU ) 2 M (h). We de�ne eP =
(PS ; ePU ), which has the same seen portion asP, and

ePU (w) , minf 
 (PS ); � (PS ) � Q(w)g; 8 w 2 U;

where� (PS ) � 0 can be uniquely chosen so thateP sums to
one (as is proved in the next theorem).

Theorem 1:For any pmfP 2 M (h), we have:
(a) eP 2 M (h).
(b) D( ePkQ) � D (PkQ).

Proof: To prove (a), we note the following: (i)eP is
a well-de�ned pmf, as it is non-negative everywhere and it
sums to one by appropriately choosing� (PS ) (the sum-to-one
constraint would not be satis�ed iffjUj 
 (PS ) < 1 � P(S),
that is, if the “ceiling” 
 (PS ) was too low to allow enough
mass on the unseen partU; but this is not the case because
P 2 M (h) is a well-de�ned pmf, and hencejUj 
 (PS ) �
P(U) = 1 � P(S)). (ii) eP satis�es the MLS constraints (6)
on the seen part (becauseP satis�es them) and on the unseen
part (by construction).

To prove (b), it suf�ces to prove that the minimizer

arg min
P 02M (h): P 0

S = PS

D(P0kQ)

is equal to eP.
Let an arbitrary pmfP0 2 M (h) with P0

S = PS . We
consider the following convex optimization problem:

minimize D(P0kQ), w.r.t. P0
U

subject to

8
><

>:

P
w2U P0

U (w) = 1 � P(S) (from C1)

P0
U (w) � 
 (PS ); 8 w 2 U (from C2)

P0
U (w) � 0; 8 w 2 U:

We de�ne the constraint functions

gw (P0
U ) , P0

U (w) � 
 (PS ); w 2 U (7)

and the Lagrangian function

L (P0; � ; � ) , D (P0kQ) +
X

w2U

� w gw (P0
U )

+ � (
X

w2U

P0
U (w) + P(S) � 1): (8)



Since the objective functionD(P0kQ) is convex and the
constraint functionsf gg are af�ne, by the Kuhn-Tucker the-
orem [7], we have that necessary and suf�cient condition for
optimality of a pmf componentP �

U is the existence of� � ; � �

such that
@L(P0; � � ; � � )

@P0U

�
�
�
�
P 0

U = P �
U

= 0 ;
@L(P � ; � � ; � )

@�

�
�
�
�
� = � �

= 0 (9)

� �
w gw (P �

U ) = 0 ; 8 w 2 U (10)

� � � 0: (11)

Note that condition (10) implies that, forinactiveconstraints
(gw < 0), it should be� w = 0 .

Let w 2 U. Taking the partial derivative ofL (P0; � ; � ) with
respect toP0

U (w), we obtain

@L(P0; � ; � )
@P0U (w)

= log
�

P0
U (w)

Q(w)

�
+ 1 + � w + �: (12)

We now set (12) equal to zero (to satisfy (9)), and we
distinguish the following two cases:
1. The constraintgw is inactive, i.e.,gw < 0. Then, by virtue

of (10), it should be� w = 0 . Hence, from (12) we obtain

P �
U (w) = exp f� 1 � � gQ(w) , � (P0

S )Q(w);

i.e., P �
U (w) is proportional toQ(w), with the same multi-

plicative constant for allw 2 U.
2. The constraintgw is active, i.e.,gw = 0 . Then, by the

de�nition of g, we have

P �
U (w) = 
 (P0

S ):

Hence, settingP �
U (w) = min f 
 (P0

S ); � (P0
S )Q(w)g the con-

ditions of optimality in the convex program are satis�ed.
Therefore, eP = ( PS ; P �

U ) minimizes D(PkQ) with respect
to PU , and hence the theorem is proved.

Corollary 1: The distributionP in the MLS M (h) which
minimizesD(PkQ), has the back-off form

P̂MLS(wjh) =

(
P �

S (w) if c(hw ) > 0
minf 
 (h); � (h) � Q(w)g if c(hw ) = 0

whereP �
S (w) is the value of the minimizer forw 2 S and


 (h) , 
 (P �
S ).

In other words, Corollary 1 shows that, for unseen symbols,
the minimizing distribution has to be proportional toQ, but
with aceiling 
 (h), as is illustrated in Figure 1. (This is akin to
the reverse water-�lling solution of the source coding problem
for parallel Gaussian sources [8].)

Furthermore, an important observation is in order: the
ceiling 
 (h) limits the values offrequentunigrams that are
neverthelessunseenin a contexth. This is a very plausible
and natural consequence of the MLS: the probability of
an unseen word should not be just a scaled version of its
overall frequency, especially if the word is frequent in general.
Actually, the fact that a word is unseen under a particular
context, should be a good indication that it isinfrequentin that
context. Empirically, most language models are inconsistent

Fig. 1. The MLS estimate places a ceiling on the backed-off probability of
frequent unigrams when they are unseen in a history, but otherwise behaves
like a back-off estimate. For illustration purposes, the n-grams in the �gure
are ordered in decreasing value ofQ.

in that respect: they give higher probability tofunctionwords
(e.g., the, is, of, etc.), even after back-off, than they do to
words that actually appear in that context, but are otherwise
infrequent.

A. Optimum Parameterization

Theorem 1 is helpful from a computational complexity
perspective. It shows that the number of degrees of freedom
of the optimization problem is equal to the number ofseen
symbols (words), since the unseen symbols should just be
assigned a value equal to the “capped” back-off formula.
Now, by computing�; 
 “on-the-�y” for each choice of values
of PS , we come up with a “semi-optimized” KL-divergence
variant which is minimized by the minimizer ofD (PkQ).
Speci�cally, for any choice ofP 2 M (h), we de�ne the
“semi-optimized” KL-divergence functionaleD(PkQ):

eD(PkQ) , D ( ePkQ); P 2 M (h);

where eP was de�ned earlier. Obviously, by virtue of Corollary
1, eD(PkQ) has the same minimum asD(PkQ), and is
attained by the same minimizer. Moreover, as is proved in
Theorem 2,eD(PkQ) is a convex function ofPS . Hence, by
solving the convex optimization problem foreD(PkQ), we
manage to reduce the dimensionality of the problem from the
effective size of the whole vocabularyV, to the much smaller
effective size of theseenpart only. This tremendous complex-
ity reduction was veri�ed in our experiments. Moreover, this
reduction has a nice interpretation: the parameterizationof the
problem is equal to the number ofseensymbols in the training
data; it is therefore optimal, since it does not consider more
(or less) than what is supplied by nature.

The convexity of eD(PkQ) is proved in the following.

Theorem 2: eD(PkQ) is a convex function ofPS , for all
PS such that(PS ; ePU ) 2 M (h).

Proof: Let P (1) ; P (2) such that(P (1)
S ; gP (1)

U ) 2 M (h)
and(P (2)

S ; gP (2)
U ) 2 M (h). For any� 2 (0; 1), let P � (w) =

�P (1) (w) + (1 � � )P (2) (w). Then

eD(P � kQ)

=
X

w2S

P �
S (w) log

P �
S (w)

Q(w)
+

X

w2U

fP �
U (w) log

fP �
U (w)

Q(w)



�
X

w2S

P �
S (w) log

P �
S (w)

Q(w)
+

X

w2U

(� gP (1)
U (w) + (1 � � ) gP (2)

U (w)) �

log
� gP (1)

U (w) + (1 � � ) gP (2)
U (w)

Q(w)
(13)

= D(� gP (1) + (1 � � ) gP (2) kQ)

� �D ( gP (1) kQ) + (1 � � )D ( gP (2) kQ) (14)

= � eD (P (1) kQ) + (1 � � ) eD (P (2) kQ)

where (13) follows from the fact thatfP �
U minimizes

D(P � kQ) for any choice ofP �
S , by Theorem 1, and (14)

follows from the convexity ofD (�kQ).

V. EMPIRICAL RESULTS FROMLANGUAGE MODELING

We have conducted experiments on English text from the
Wall Street Journal corpus. A subset of this corpus, called
the UPenn Treebank corpus, widely used by many researchers
in language modeling, has a standard division into Sections,
named 00 through 24. We use Sections 00-22, containing
about 900K words, as our training corpus, and Sections 23-24,
containing 100K words comprise our test corpus.

To measure the ef�cacy of a pmf estimatêP, we compute
the average number of bits needed to encode the test data,
using an (optimal) source code derived from̂P:

1
NTest

log(P̂ (w1; : : : ; wN Test)
� 1); (15)

whereNTest is the size of the test setf w1; : : : ; wN Test g.
We use the counts from Sections 00-22 to computeV . Using

a leave-one-out procedure we augment the vocabulary with a
number of unseen words; this yieldsjV j = 52; 743. Also, the
number of distinct bigrams is approximately 350,000, and the
number of distinct trigrams is 670,000. For each history in
the training set, we collect counts of all words following that
history, and we �nd the pmf inside the MLS (as de�ned by
these counts) that minimizes the KL-divergence from a per-
history reference distribution. For each history, the reference
distribution used is the corresponding conditional Witten-Bell
or modi�ed Kneser-Ney distribution, computed from the word
counts of Sections 00-22.

The number of bits computed for each language model are
shown in Table I. The MLS estimate is competitive with the
modi�ed Kneser-Ney model (which is often reported in the
literature as the state-of-the-art in language modeling),as well
as with the Witten-Bell estimate.

VI. CONCLUDING REMARKS

We have outlined a new way of viewing the problem of
conditional pmf estimation, particularly from small samples,
commonly encountered in language modeling and in other
applications. The view, based on the notion of the maximum
likelihood set de�ned in (5), opens many avenues of investi-
gations not only in language modeling but in other areas of
statistical estimation.

Bigram ref. pmfQ Witten-Bell Kneser-Ney
Avg. num. of bits withQ-encoding 8.47 8.36

Avg. num. of bits withP̂MLS-encoding 8.44 8.38
Trigram ref. pmfQ Witten-Bell Kneser-Ney

Avg. num. of bits withQ-encoding 8.21 8.08
Avg. num. of bits withP̂MLS-encoding 8.24 8.12

TABLE I

BIGRAM AND TRIGRAM RESULTS FOR VARIOUS REFERENCE DISTRIBU-

TIONS. THE 2ND AND 5TH ROWS SHOW THE AVERAGE NUMBER OF BITS

WHEN THE ENCODING IS DONE USING THE REFERENCE DISTRIBUTIONS

(WITTEN-BELL OR KNESER-NEY). THE 3RD AND 6TH ROWS SHOW THE

NUMBER OF BITS USING THEMLS ESTIMATES, WHERE THE REFERENCE

DISTRIBUTION USED IS INDICATED BY THE COLUMN HEADING.

We show that, when the optimizing criterion for selecting
a pmf from the MLS is the KL-divergence, the minimizing
distribution improves upon the standard back-off form by
placing a ceiling on the backed-off probabilities of very
frequent unigrams that are not seen in a history. Moreover,
the optimization may be carried out ef�ciently due to the
sparse parameterization of the solution. Finally, the experi-
ments demonstrate that pmfs selected from the MLS using
K-L divergence are competitive with the state-of-the-art,even
in an application that has been studied for decades, and have
additional desirable properties.

We propose to apply this method to other conditional
estimation problems that suffer from sparse data, such as rule
probabilities in statistical parsers, and in maximum entropy
with linear inequality constraints. Moreover, we have recently
considered a larger set of distributions, the High Likelihood
Set (HLS), which includes the MLS as well as some neigh-
boring distributions. The HLS contains pmfs which make the
observed typeonly slightly less likely than some other types;
however, its asymptotic properties are very different fromthe
properties of the MLS. Theoretical and experimental results
with the HLS will be reported in a subsequent publication.
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