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[image: Abstract Proper representation of the acoustic speech signal is crucial for almost every speech processing application. We often use short-time Fourier transform to convert the time-domain speech waveform to a new signal that is a function of both time and frequency by applying a moving time window of about 20 ms in duration. There are many issues, such as the size and shape of the window, that remain unresolved. The use of a relatively short window is widespread. In early development of the sound spectrograph, both narrow and wideband analysis were used, but the narrow-band analysis faded away. In digital speech coding applications (multipulse and code-excited linear prediction), high-quality speech is produced at low bit rates only when prediction using both short and long intervals is used. Recently Hermansky and others have argued that speech window for automatic speech recognition should be long, perhaps extending to as much as 1 s. What are the issues that arise in using a short or a long window? What are the relative advantages or disadvantages? In this talk, we will discuss these topics and present results that suggest that a short-time Fourier transform using long windows has advantages. In most speech representations, the Fourier components are not used directly but converted to their magnitude spectrum; the so-called phase is considered to be irrelevant. There are open questions regarding the use of phase information and we will discuss this important issue in the talk. Biography Bishnu S. Atal is an Affiliate Professor in the Electrical Engineering Department at the University of Washington, Seattle, WA. He retired in March 2002 after working for more than 40 years at Lucent Bell Labs, and AT&T Labs. He was a Technical Director at the AT&T Shannon Laboratory, Florham Park, New Jersey, from 1997 where he was engaged in research in speech coding and in automatic speech recognition. He joined the technical staff of AT&T Bell Laboratories in 1961, became head of Acoustics Research Department in 1985, and head of Speech Research Department in 1990.He is internationally recognized for his many contributions to speech analysis, synthesis, and coding. His pioneering work in linear predictive coding of speech established linear prediction as one of the most important speech analysis technique leading to many applications in coding, recognition and synthesis of speech. His research work is documented in over 90 technical papers and he holds 17 U.S. and numerous international patents in speech processing.He was elected to the National Academy of Engineering in 1987 and to the National Academy of Sciences in 1993. He is a Fellow of the Acoustical Society of America and the IEEE. He received the IEEE Morris N. Liebmann Memorial Field Award in 1986, the Thomas Edison Patent Award from the R&D Council of New Jersey in 1994, New Jersey Inventors Hall of Fame Inventor of the Year Award in 2000 and the Benjamin Franklin Medal in Electrical Engineering in 2003.Bishnu and his wife, Kamla, reside in Mukilteo, Washington. They have two daughters, Alka and Namita, two granddaughters, Jyotica and Sonali and two grandsons, Ananth and Niguel.]


On Representing Acoustics of Speech for Speech Processing – Bishnu Atal (UW) - 2009






 












[image: Abstract Markov switching processes, such as hidden Markov models (HMMs) and switching linear dynamical systems (SLDSs), are often used to describe rich classes of dynamical phenomena. They describe complex temporal behavior via repeated returns to a set of simpler models: imagine, for example, a person alternating between walking, running and jumping behaviors, or a stock index switching between regimes of high and low volatility.Traditional modeling approaches for Markov switching processes typically assume a fixed, pre-specified number of dynamical models. Here, in contrast, I develop Bayesian nonparametric approaches that define priors on an unbounded number of potential Markov models. Using stochastic processes including the beta and Dirichlet process, I develop methods that allow the data to define the complexity of inferred classes of models, while permitting efficient computational algorithms for inference. The new methodology also has generalizations for modeling and discovery of dynamic structure shared by multiple related time series.Interleaved throughout the talk are results from studies of the NIST speaker diarization database, stochastic volatility of a stock index, the dances of honeybees, and human motion capture videos.  Biography Emily B. Fox received the S.B. degree in 2004, M.Eng. degree in 2005, and E.E. degree in 2008 from the Department of Electrical Engineering and Computer Science at the Massachusetts Institute of Technology (MIT). She is currently an assistant professor in the Wharton Statistics Department at the University of Pennsylvania. Her Ph.D. was advised by Prof. Alan Willsky in the Stochastic Systems Group, and she recently completed a postdoc in the Department of Statistical Science at Duke University working with Profs. Mike West and David Dunson. Emily is a recipient of the National Defense Science and Engineering Graduate (NDSEG), National Science Foundation (NSF) Graduate Research fellowships, and NSF Mathematical Sciences Postdoctoral Research Fellowship. She has also been awarded the 2009 Leonard J. Savage Thesis Award in Applied Methodology, the 2009 MIT EECS Jin-Au Kong Outstanding Doctoral Thesis Prize, the 2005 Chorafas Award for superior contributions in research, and the 2005 MIT EECS David Adler Memorial 2nd Place Master’s Thesis Prize. Her research interests are in multivariate time series analysis and Bayesian nonparametric methods.]


Bayesian Nonparametric Methods for Complex Dynamical Phenomena – Emily Fox (UPenn) - 2012






 












[image: Presentation by Rachel Wicks  Most machine translation systems operate on the sentence-level while humans write and translate within a given context. Operating on individual sentences forces error-prone sentence segmentation into the machine translation pipeline. This limits the upper-bound performance of these systems by creating noisy training bitext. Further, many grammatical features necessitate inter-sentential context in order to translate which makes perfect sentence-level machine translation an impossible task. In this talk, we will cover the inherent limits of sentence-level machine translation. Following this, we will explore a key obstacle in the way of true context-aware machine translation—an abject lack of data.  Finally, we will cover recent work that provides (1) a new evaluation dataset that specifically addresses the translation of context-dependent discourse phenomena and (2) reconstructed documents from large-scale sentence-level bitext that can be used to improve performance when translating these types of phenomena.]


To Sentences and Beyond! Paving the way for Context-Aware Machine Translation
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Machine Learning - Finding Patterns in the World - Mark Dredze (JHU) - 2009






 












[image: Presented by Henry Li Xinyuan.  In this video, we delve into the fascinating realm of poisoning attacks and defenses within the field of speech recognition, featuring insights from a collaborative effort with experts like Thomas Thebaud, Sonal Joshi, Martin Sustek, and others at CLSP. We begin with an introduction to adversarial attacks, showcasing how they can manipulate neural networks into misinterpreting data, from visual images to audio commands. The focus then shifts to the concept of poisoning attacks, a newer threat model where adversaries manipulate training data to compromise model integrity. Through engaging explanations and examples, we explore different strategies for these attacks, including dirty and clean label attacks, and present innovative defense mechanisms like DINO-based cluster-and-filter defenses. This video is a must-watch for anyone interested in cybersecurity, machine learning, and the ongoing battle between AI advancements and adversarial threats. Join us as we unpack these complex topics and discuss potential defenses, the efficacy of various strategies, and future research directions. Your thoughts, suggestions, and questions are highly encouraged!]


Clean Label Poisoning Attacks: from Classification to Speech Recognition






 








 



Load More...




 
Subscribe 







 








[image: Johns Hopkins University]

Johns Hopkins University, Whiting School of Engineering

Center for Language and Speech Processing

Hackerman 226

3400 North Charles Street, Baltimore, MD 21218-2680





	


(410) 516-4237 

	



[email protected] 








	Whiting School of Engineering  
	Johns Hopkins University  


 

	Privacy Statement  
	Legal  

 

© 2024 Johns Hopkins University 




	




	




























































[image: Johns Hopkins University | Whiting School of Engineering]



Center for Language and Speech Processing 



